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My research focuses on rich informational settings and their economic implications. For

example: When do economic agents and firms benefit from having access to “big data,” and

when does this instead introduce novel inefficiencies for society? How can large data sets

and new machine learning techniques be used to advance research in the social sciences? I

discuss below my past and ongoing work, which can be broadly grouped into three areas:

(1) models of information acquisition in complex data environments; (2) new approaches

for using machine learning techniques to build on and improve economic modeling; (3)

models relating statistical learning to strategic behaviors. For current versions of these

papers, please visit www.anniehliang.com.

1. Complex Data Environments
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Liang, A. and X. Mu (2019): “Complementary Information and Learning Traps,” Quar-
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Liang, A., X. Mu, and V. Syrgkanis (2019): “Dynamically Aggregating Diverse

Information,” Working Paper.

Liang, A., X. Mu, and V. Syrgkanis (2017): “Optimal and Myopic Information

Acquisition,” Working Paper.

Markets are increasingly saturated with diverse sources of information about consumer

preferences and behaviors. Some of these sources provide similar, substitutable informa-

tion—for example, two marketing firms may provide reports on overlapping consumer seg-

ments—while the information provided by other sources are complements.

A classic literature on information acquisition (Wald, 1947; Moscarini and Smith, 2001;

Keller et al., 2005) has focused on problems such as how long to acquire information, or

at what intensity. These works typically abstract away from an explicit description of

the different available sources of information. However, when faced with large numbers of

physical information sources—e.g. news articles or data sets—an important question for

economic agents is not just how much information to acquire, but also how to allocate
1
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limited resources and time across different ways of acquiring that information.1 These

problems are important because information sources increasingly reside in large markets,

and we should understand how those relationships impact the value of, or demand for, any

particular source. Additionally, the choices that agents make between different kinds of

information may influence how future agents perceive the sources, thus shaping the path

of future information aggregation.

In a set of papers (Liang, Mu, and Syrgkanis, 2017; Liang and Mu, 2019; Liang, Mu,

and Syrgkanis, 2019), my coauthors and I introduce a tractable framework of interrelated

sources of information that we can use to answer the above questions. In particular, the

framework allows for flexible modeling of complement/substitute relationships, so that we

can characterize how this underlying structure shapes the path of information acquisitions,

and how agents should optimally aggregate information in the presence of informational

correlations. I now describe these papers in greater detail.

1.1. Learning Traps. In Liang and Mu (2019), we propose a social learning model, where

short-lived agents sequentially choose from a large set of flexibly correlated information

sources for prediction of an unknown state, and information is passed down across peri-

ods.2 One setting that can be modeled in this way is research: the information sources

are different studies or experiments available to researchers, and the unknown state is a

parameter of scientific interest. We allow for a rich set of relationships across informational

sources; for example, some sources may provide complementary information while others

provide substitutable information.

A social planner who seeks to maximize society’s long-run speed of learning will even-

tually sample from the available sources according to a particular frequency, which we

characterize. We contrast this with a process of decentralized information acquisition,

where agents choose the informational source that is most immediately informative about

the unknown parameter, neglecting the externalities that their choices have on the sub-

sequent path of information acquisition. We ask whether these decentralized information

acquisitions will eventually converge to the optimal long-run frequency.

Our main results show that there is a large class of environments in which efficiency is

obtained: agents eventually discover the best sources of information, and sample from these

optimally. But when there is an inefficient set of sources with “strong internal complemen-

tarities,” those sources may create a learning trap—that is, acquisition of information from

those sources can reinforce the incentives to return to that set, persistently distracting

1Recent work in this direction includes the papers of Sethi and Yildiz (2016, 2017), Fudenberg et al. (2018),
Che and Mierendorff (2019), and Mayskaya (2019). Relative to this work, we allow for a large set of flexibly
correlated sources.
2Different from the classic social learning model (Banerjee, 1992; Bikhchandani et al., 1992), all information
is public in our model. This turns off the inference problem essential to informational cascades in the
previous literature. The assumption that information is endogenously acquired is similar to Burguet and
Vives (2000), Mueller-Frank and Pai (2016), and Ali (2017), but we introduce the new feature that agents
choose from a finite set of complementary signals.
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agents from better available sources and resulting in suboptimally slow long-run learning.

We provide a simple property that separates informational environments with learning

traps from those with guaranteed efficient learning.

One sufficient condition for long-run efficient learning is that all available sources are

essential to the learning problem; that is, in order to learn the payoff-relevant unknown, the

agent must acquire information from all of the available sources. (This implies, for example,

that no two sources or sets of sources are completely substitutable for one another). In

the following two papers, we show that information environments with this property are

surprisingly tractable to analyze.

1.2. Dynamic Aggregation of Data. In Liang, Mu, and Syrgkanis (2019), we study

a model in which a forward-looking agent acquires information over time about various

attributes of a payoff-relevant state. Formally, each source of information is a Brownian

motion whose drift is one of the unknown attributes. The agent continuously allocates a

budget of resources across these Brownian motions, where more resources allocated to a

data source results in greater precision of information about the corresponding attribute

value. The agent acquires information until a chosen stopping time, and then implements

a decision based on the information acquired so far.

We show that under a condition on the agent’s prior, the optimal information acquisition

strategy for this setting admits a simple characterization, which is history-independent

(i.e. does not depend on the signal realizations) and optimal for a large class of payoff

specifications. Our characterization of the optimal strategy is of interest in its own right;

additionally, the tractability of the framework means that we can use these results to

study more complex settings, where information acquisition is one of several behaviors of

interest. For example, we can study how the structure of available information affects not

only information acquisition, but also certain strategic behaviors. We demonstrate two such

applications of our results in Liang, Mu, and Syrgkanis (2019), using our characterization

to derive (1) optimal information acquisition for binary choice—where we show that a

straightforward corollary of our main results extends a recent result in Fudenberg et al.

(2018)—and (2) equilibrium in a game between competing news sources.

1.3. Myopic Acquisition is (Eventually) Optimal. The continuous-time model in

Liang, Mu, and Syrgkanis (2019) can be viewed as a limit of a sequence of discrete-time

problems, in which a decision-maker repeatedly chooses from Gaussian information sources.

In discrete time, there is a clear way to define the myopic strategy for information acquisi-

tion: the decision-maker chooses information in each period as if it were his last. In Liang,

Mu, and Syrgkanis (2017), we show that if the agent is permitted sufficiently many signal

acquisitions each period, then myopic information acquisition is the optimal strategy.3 We

3The mechanism we identify is different from the one underlying a classic result from the experimentation
literature. In “learning by experimentation” settings, myopic behavior is eventually near-optimal: In the
long run, the DM’s beliefs converge, so the value of exploration (i.e. learning) becomes second-order relative
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provide a bound for the required number of signal acquisitions, which depends on how

correlated the different sources are. In general—i.e. for arbitrary “batch sizes” of signal

acquisitions—the optimal strategy and the myopic strategy may diverge, but the optimal

strategy proceeds myopically after finitely many periods. These results hold across a large

class of intertemporal payoff functions, and further point to the tractability of information

acquisition in the proposed setting.

2. Using Machine Learning to Inform Economic Modeling

Related Articles

Fudenberg, D. and A. Liang (2019): “Predicting and Understanding Initial Play,”

American Economic Review, Forthcoming.

Liang (2019): “Inference of Preference Heterogeneity from Choice Data,” Journal of Eco-

nomic Theory, Vol. 179, p.275-311.

Fudenberg, D., J. Kleinberg, A. Liang, and S. Mullainathan (2019): “Measur-

ing the Completeness of Theories,” Working Paper.

Machine learning has demonstrated predictive success in problems ranging from medical

diagnosis to which criminal defendants should be released on bail (Kleinberg et al., 2017).

Economic modeling, however, is often directed not only towards prediction, but also to-

wards advancing understanding of the behaviors we see. Black-box algorithms, which have

generated substantial improvements in prediction, generally provide no guarantees of gen-

erating comparable improvements in insight. This has been viewed as a potential limitation

of the value of machine learning algorithms as a tool for social science researchers.

The papers below propose methodologies for applying machine learning techniques not

only to help in prediction, but also to generate insight into economic domains. Specifically,

the papers show how machine learning techniques can be used to evaluate the predictive ca-

pabilities of economic models, to identify interpretable extensions of existing models, and to

identify simple underlying structure in data sets of choice behaviors. These methodologies

are applied to specific economic problems and used to yield new insights in those domains.

2.1. Evaluating Theory Completeness. Suppose we have a model that predicts an

outcome on the basis of a set of observable features. We can test this model by evaluating

its out-of-sample predictive accuracy : that is, we can acquire a set of test observations, and

see how well the model predicts the observed outcomes.

But the same level of predictive accuracy has very different meanings in different prob-

lems when the limits to prediction are not the same. For example, conditioning on the

to the value of exploitation of the perceived best arm (Easley and Kiefer, 1988; Aghion et al., 1991). In
our paper, signal acquisition decisions are driven by learning concerns exclusively, as there is by design no
exploitation incentive.
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relevant physical measurements, it is possible to achieve near perfect prediction of future

movements of Earth; in contrast, we cannot hope to achieve anything close to perfect pre-

diction for (discretized) stock movements. Thus, the same level of predictive accuracy for

the two problems—say, 55% accuracy—should be assessed quite differently. More gener-

ally, we should evaluate prediction accuracies not against a uniform benchmark of perfect

prediction, but rather against the best achievable prediction performance for that feature

set and outcome. This comparison helps us to distinguish between cases where the model

predicts imperfectly because of how it is specified, versus cases in which the model predicts

imperfectly because of irreducible noise in the outcome. Understanding where opportuni-

ties for improvements in prediction do and do not lie is important for guiding subsequent

developments of the theory.

In Fudenberg et. al (2019), we propose evaluating the “completeness” of a model by

comparing its performance with that of a Table Lookup algorithm, which is guaranteed to

approximate the best achievable accuracy (for a fixed feature set) given sufficient data. We

illustrate the usefulness of the approach by applying it to three different problem domains:

the evaluation of risk, initial play in games, and human perception of randomness. These

completeness measures generate new insight into the problem domains: for example, we

find in some cases that prediction is far from perfect but the models are nearly complete,

while in others there is still substantial room for improvement in prediction.

2.2. Building on Economic Models. For problems in which our existing models are

not yet “complete,” can machine learning techniques help us to identify new regularities in

behavior, and/or guide us towards practical extensions of our existing models?

In Fudenberg and Liang (2020), we investigate these questions in the context of an old

problem in game theory: predicting initial play in games (Crawford et al., 2013). Our

investigation proceeds in the following steps: First, we train a machine learning algorithm

(bagged decision trees) to predict play. Studying the games where machine learning models

predict well and existing models do not leads us to formulate a one-parameter extension of

the best existing model. Specifically, we discover that adding a parameter for risk aversion

to the Level-1 model (Stahl and Wilson, 1995; Nagel, 1995)—henceforth call this model

“Level-1(RA)”—improves prediction.4

Next, we use machine learning to help us generate new games for which this model

fails. Specifically, we train an algorithm to predict the performance of Level-1(RA) in new

games, and then generate a large data set of games in which the performance of this model

is predicted to be low. We experimentally elicit play on these “algorithmically-generated”

games on the platform Mechanical Turk, and find that the frequency of Level-1(RA) play

is indeed low in these games. Decision trees trained on the new data suggest that, in the

4In the paper, we call the model Level-1(α), where α is a free parameter governing the degree of risk
aversion.
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new games, whether an action is part of a Pareto-dominant Nash equilibrium (henceforth

PDNE) is a good predictor of whether it will be played.

Neither the Level-1(RA) model nor PDNE performs well when evaluated on the combined

data set of all games (lab, randomly-generated, and algorithmically-generated), suggesting

that the best model of play differs across games. If we can better understand this variation,

then we can potentially improve prediction by using different models to predict play in

different games. Towards this goal, we train a hybrid model that uses both of the above

models (Level-1(RA) and Pareto-Dominant Nash Equilibrium), but decides game by game

which of the two models to use for prediction. (The model assignments are based solely on

properties of the payoff matrix). This hybrid model yields substantially better predictions.

The approaches described above are not special to the problem of predicting initial play

in games. In ongoing work, we are exploring their applications in other economic domains,

including the problem of predicting evaluations of risky lotteries.

2.3. Inference of Preference Heterogeneity. Empirical and experimental choice data

(whether elicited from an individual or multiple decision-makers) often cannot be rational-

ized as perfect maximization of a single preference. One explanation is that inconsistency

emerges from preference heterogeneity—for choice data elicited from a population, this

may be heterogeneity across people, and for choice data elicited from a single individual,

this heterogeneity may emerge from unmodelled dependencies of preference on details of

the choice environment. A separate view is that inconsistency emerges from choice er-

rors. These two interpretations have different implications for welfare evaluation of the

decision-maker’s choices, as well as for prediction of future choices.

The classic approaches of Houtman and Maks (1985) and Kalai et al. (2002) each provide

an approach for inferring preferences from choice data when one of the two sources of incon-

sistency described above is absent. Specifically, we might find a “best-fit” single preference

(rationalizing the largest fraction of observations) and interpret the remaining observations

as choice errors (Houtman and Maks, 1985), or find the smallest set of preferences that

together perfectly rationalize the choice data (Kalai et al., 2002).

In Liang (2019), I provide an approach for identifying the number of structural pref-

erences when both sources of inconsistency are simultaneously present in the data. The

proposed approach minimizes a weighted sum of (i) the number of preferences attributed to

the decision-maker, and (ii) the number of unexplained observations (choices that cannot

be rationalized by any of the recovered preferences). This approach is similar in spirit to

regularization techniques in statistics or machine learning, where the goal is to find the

simplest model that best explains the data. In the present setting, the “complexity” of the

model is measured by the number of distinct preferences assigned to the decision-maker. I

show that application of this approach to existing choice data in Crawford and Pendakur
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(2012) leads to identification of a sparser underlying structure of preferences, and also im-

proves out-of-sample prediction in certain simulated choice data sets.

3. Statistical Learning

Related Articles

Liang, A. (2016): “Games of Incomplete Information Played by Statisticians,” Working

Paper.

Liang, A. and E. Madsen (2019): “Data Sharing,” Working Paper.

The final set of papers model agents as statistical learners, and characterize how the data

that they learn from impacts their strategic behaviors.

3.1. Agents with Different Statistical Models. Predictions of play in incomplete in-

formation games depend crucially on the specification of beliefs that agents hold over un-

known economic parameters, and also their beliefs over what others believe. Traditionally,

the common prior assumption has imposed discipline on these (unobservable) beliefs. This

assumption is known to have strong implications that are difficult to reconcile with certain

observed behaviors (e.g. speculative trade) (Aumann, 1976; Milgrom and Stokey, 1982;

Morris, 1995).

In Liang (2016), I propose a simple framework that relaxes the common prior assumption

in a structured way. The proposed approach takes an explicitly statistical view of belief

formation: economic actors observe a sequence of data, and extrapolate from that data

to predict payoff-relevant unknowns. For example, investors forecast future stock returns

based on past returns. When data is “partial” (e.g., outcomes are observed for settings

that are similar but not identical to the current environment) and limited in quantity, there

can be many plausible and competing viewpoints on what the data implies. I adopt as a

primitive a set of approaches for learning from data. (In the forecasting example, there

may be basic competing theories for how the returns are generated, i.e. corresponding to

different parametrized families of return processes.) As the quantity of data gets arbitrar-

ily large, the proposed approach collapses (under mild assumptions) to the common prior

assumption. The main results characterize the strategic predictions that would be valid

given a finite and potentially small quantity of data.

3.2. Data Sharing. As large datasets of individual-level demographic and transactional

data have become available, various organizations have begun experimenting with use of

this “big data” to improve predictions about consumers, e.g. of their future repayment rates

or claim rates. But traditionally, the purpose of measurements such as credit scores has not
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been solely to predict consumer behaviors—they also provide incentives for good behavior

such as building credit. How are these incentives for effort reshaped when predictions of

consumer types are based on large quantities of auxiliary data about a population?

In new work, Liang and Madsen (2019), we build a simple model to study this question:

A population of agents have unknown types (e.g. creditworthiness), which an organization

or principal would like to predict. Each agent chooses whether to opt-in or opt-out of

interaction with the organization (e.g. cash or credit). The principal observes a signal from

each agent, which is informative about the agent’s underlying type, but can be manipulated

via effort. Crucially, the principal bases his prediction of the agent’s type both on the

agent’s own data, as well as on a set of auxiliary signals, which we micro-found as the data

provided by other agents. Thus, there is a social externality to data sharing: each agent’s

data affects learning about another agent’s type.

We show that the effect of data sharing on equilibrium effort levels and consumer par-

ticipation is ambiguous. When consumer data are complementary—so that the presence

of auxiliary data improves the informativeness of each agent’s performance signal about

his own type—only a fraction of the population opts-in, but equilibrium effort is high. In

contrast, when data are substitutable, the unique equilibrium involves full opt-in at low

effort. These results suggest that the relationship across consumer data is an important

determinant of the equilibrium implications of data sharing.
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