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Abstract

We propose an algorithm for quantifying the restrictiveness of economic

models. Our restrictiveness measure is evaluated on simulated, hypothetical

data sets that are drawn at random from a distribution that satisfies some

application-dependent content restrictions, such as that people should prefer

more money to less. For each such data set, we measure the extent to which

the best version of the model (i.e the parameters that give the lowest cross-

validated prediction error) improves on a naive prediction rule such as guessing

at random, compared to the best achievable improvement. Models that can fit

almost all data well are not restrictive. We illustrate the proposed approach

with two applications: using Cumulative Prospect Theory to predict certainty

equivalents for lotteries, and using the Poisson Cognitive Hierarchy Model to

predict the distribution of initial play in games.
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1 Introduction

When a model does a good job of fitting the available data, is it because the model

is so flexible that it would fit most possible data, or does it achieve this by capturing

structure present in the outcomes of interest?

One approach to determine what a model allows and what it rules out is to formally

characterize the empirical content of a model through representation theorems. But

representation theorems don’t exist for most economic models, and even when there

are such theorems for a very general version of the model, there generally aren’t

any for the functional forms commonly used in applied work to fit data. Moreover,

the predictive success of a model is usually based on whether its predictions are

approximately rather than exactly correct, and there are not representation theorems

for the approximate predictions of most economic models.

Our goal in this paper is to provide a quantitative measure of model restrictiveness

that can be practically computed across a variety of applications. Specifically, we pro-

pose an algorithm that determines the ability of a theory to approximate a wide range

of data. Our approach is to first stipulate some basic application-dependent content

restrictions, such as that people should prefer more money to less. Then we generate

random data sets that obey these properties, and determine the restrictiveness of a

model based on its performance on this hypothetical data. A more restrictive model

is one that performs less well on random data sets: it encodes structure beyond what

is present in the basic restrictions.

To measure a model’s performance, we use the completeness measure of Fuden-

berg et al. (2019), which is the extent to which the best model in the class (i.e the

parameters that give the lowest cross-validated prediction error) improve on a naive

prediction rule such as guessing at random. A theory that is very complete captures

most of the important regularities in the observed behavior. But if a theory can

approximate almost all conceivable data, its ability to fit the data doesn’t speak to

its relevance. An ideal model would have very high completeness so that it does a

great job of predicting real outcomes, but also very high restrictiveness, so that it is

not consistent with various sorts of counterfactual data.
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We illustrate our method with two classic prediction problems from experimental

economics—predicting certainty equivalents for binary lotteries and predicting initial

play in matrix games—and evaluate models in these domains from the dual perspec-

tives of completeness and restrictiveness. In our first application, we evaluate the

performance of a four-parameter version of Cumulative Prospect Theory (CPT) for

prediction of data from Bruhin et al. (2010), consisting of certainty equivalents re-

ported across a population of subjects for a set of 50 binary lotteries. We find that

while CPT is almost fully complete (achieving a completeness of 0.93), it is also very

flexible: When we generate hypothetical data sets (restricted to satisfy first-order

stochastic dominance), the average completeness of the model is 0.63. This suggests

that the four parameter version of CPT is rich enough to provide a reasonably good

fit for any plausible data set.

Here restrictiveness provides a new perspective on the problem of how richly to

parameterize a model. Minimizing cross-validated prediction error already leads to

one bound on this: overparameterized models can overfit to training data and per-

form poorly on test data. But since the test and training sets are drawn from actual

observations, determining which version of a model has the lowest cross-validated

prediction error doesn’t tell us how much of a model’s success is due to its unrestric-

tiveness, and how much is due to the fact that it tracks regularities that are present

in the data.

Free parameters improve a model’s ability to fit to data, but decrease its restric-

tiveness. One way of evaluating the value of additional parameters is to compare how

much they increase completeness, compared to how much they decrease restrictive-

ness. We next compare our initial four-parameter specification of CPT with various

alternative specifications from the literature that have fewer parameters. Our results

point to the importance of the nonlinear probability weighting parameters in CPT.

Specifically, we find that including only the nonlinear probability weighting parame-

ters achieves most of the completeness of the four-parameter specification while being

substantially more restrictive.

Our second application is to the prediction of initial play in matrix games. We

use data from Fudenberg and Liang (2019), including play in 466 3× 3 normal-form

2



games. We find that the Poisson Cognitive Hierarchy Model (PCHM) (Camerer et al.,

2004) achieves a completeness of 0.44, which might suggest that it is less revealing or

insightful than CPT. But the restrictiveness of the PCHM is 0.92, meaning it rules

out most possible behaviors. This tells us that the PCHM captures a systematic

regularity in the actual data that is not imposed by our background assumptions on

the hypothetical data. Note that this is a joint commentary on the content of the

models and the restrictiveness of the background data constraints: In settings where

prior knowledge or intuition more sharply restrict the conceivable data, we expect a

model’s restrictiveness to be higher.

We then compare the PCHM with logit level-1, which assumes the distribution is

a logistic best reply to the uniform distribution, and to logit PCHM, which allows for

logistic best replies in the PCHM (Wright and Leyton-Brown, 2014). We find that

logit level-1 is simultaneously more complete and more restrictive than the PCHM,

which suggests that it is a better model of initial play (although we suspect not

a better model of play given repetition and feedback). Moreover, it is almost as

complete as the logit PCHM and substantially more restrictive (0.93 as opposed to

0.82).

2 Related Work

Koopmans and Reiersol (1950) pointed out that unless a theory is observationally

restrictive, it cannot be refuted from data, and provided definitions for whether or

not a theory has any restrictiveness at all.1 Selten (1991) proposed measuring the

restrictiveness by the fraction of possible data sets that could be exactly explained

by the theory. Like Selten (1991), we propose a measure for how restrictive a model

is, but we relax exact consistency to a quantitative measure of accuracy; that is, we

ask how well an arbitrary data set can be approximated by the theory. (See further

discussion in Section 3.3). A second, more fundamental, difference is that we focus on

the question of how to (algorithmically) compute completeness and restrictiveness,

1Relatedly, a long line of econometric literature on overidentification provide theoretical con-
ditions and statistical tests for the overidentification of econometric models: for example, Sargan
(1958), Hausman (1978), Hansen (1982), and Chen and Santos (2018).
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while the Selten (1991) measures must be analytically determined. This may only

be feasible in very special cases, such as in the Harless and Camerer (1994) study of

a data set where subjects made three choices from pairs of binary lotteries. For our

applications, and many others, the number of possible observations is much larger,

which makes it difficult if not impossible to analytically determine which observations

are consistent with the theory. We demonstrate how our algorithmic approach can

nevertheless provide insight into the restrictiveness of the theory.

Our work is also related to representation theorems in decision theory, which

describe the empirical content of different models. Our work complements this by

providing an approach for when representation theorems either do not exist or do not

apply to the specific functional form that is used by the analyst. For example, al-

though there are representation theorems that characterize which data are consistent

with general Cumulative Prospect Theory specification (Quiggin, 1982; Yaari, 1987),

there are no representation theorems for the popular functional form we use here,

and the same is true for the Poisson Cognitive Hierarchy Model. Moreover, even

in settings where there are representation theorems that characterize the behavior

consistent with a theory, it can be computationally challenging to bring them to the

data: For example, the Harless and Camerer (1994) exercise would be much harder

on larger menus of binary lotteries, on 3-outcome lotteries, or if subjects had been

asked to report certainty equivalents.

This paper is related to the vast statistic and econometric literature on model

selection, which dates back to Cox (1961, 1962). Our restrictiveness measure may be

useful as part of model selection, but it has a different goal. Different from classic

measures like AIC and BIC, it is not based on observed data, nor is it designed to

guard against overfitting. Instead, it proposes a practical procedure for evaluating the

restrictiveness of a parametric modeling class within a class of permissible models.2

Similarly, although VC dimension—which provides another measure for the “span”

of a model—is related to our restrictiveness measure at a high level, it is generally

2This paper also has a different goal than the extensive econometric literature that studies how
the “restrictiveness” of an econometric model may affect the identification of parameters and the
efficiency of estimators.
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nontrivial to determine the VC dimension of any given model.3 In contrast, our metric

is (by design) easy to compute.

Finally, the paper utilizes recent development in the statistics literature, specif-

ically Austern and Zhou (2020) on the asymptotic theory of cross-validation risk

estimator, which we use to evaluate the error of a given model class in a given data

set.

3 Key Definitions

3.1 Preliminaries

Let X be an observable (random) feature vector taking values in a finite set X , and Y

be a (random) outcome of interest taking values in a finite-dimensional set Y . Each

observation is a pair Zi = (Xi, Yi), which we assume are i.i.d with distribution P ∗.

The marginal distribution on features P ∗X is known (or chosen by the analyst) while

the conditional distribution P ∗Y |X is not.

The analyst is interested in predicting a statistic of the conditional distribution

s(x) ≡ ϕ(P ∗Y |X(x)).

The statistic take values in a space S. Two important special cases include:

(a) s(x) = EP ∗
Y |X

[Y | X = x], so that the analyst seeks to predict the conditional

expectation of Y at each x.

(b) s(x) = P ∗Y |X(x) and S = ∆(Y), so that the analyst seeks to predict the condi-

tional distribution of Y at each x.

Any function f : X → S is said to be a predictive mapping or simply mapping.

Write F for the set of all models. We suppose that the problem comes equipped with

a loss function l : F × X × Y → R, where l(f, (x, y)) is the error to predicting f(x)

when the realized outcome is y. For example, a common loss function for real-valued

3The VC dimension is known for very few economic models. A recent exception is the work of
Basu and Echenique (2020) for various models of decision-making under uncertainty.
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predictions f(x) is mean-squared error, l(f, (x, y)) = (y− f(x))2, and a common loss

function for prediction of distributions f(· | x) ∈ ∆(Y) is negative log-likelihood,

l(f, (x, y)) = − log f(y | x).

The (expected) error of mapping f for predicting a new test case is

e (f) := EP ∗ [l(Yi, f(Xi))] (1)

and the mapping that minimizes error is

f ∗(x) := min
f∈F

e(f). (2)

We call f ∗ the best mapping.

We will focus on evaluating parametric economic models FΘ = {fθ}θ∈Θ, where Θ

is a finite-dimensional, closed, and compact set. We assume that the loss function

and the model class satisfy:

Assumption 1. (a) l(fθ, (x, y)) is continuous with respect to θ on Θ.

(b) l(f, (x, y)) = 0 if f(x) = y.

3.2 Completeness

We review here the definition of completeness from Fudenberg et al. (2019), which

is the amount that a model improves predictions over a naive rule, compared to the

best achievable improvement given the available features.

The mapping in FΘ that minimizes error is

fθ∗ = arg min
f∈FΘ

e(f).

Following Fudenberg et al. (2019), we normalize this error relative to two baselines:

the error achieved by a naive mapping fnaive suited to the problem, and the error

achieved by the best mapping f ∗. We assume throughout that the naive mapping is

worse than the best model in FΘ:

Assumption 2. e(fnaive) ≥ e(fθ∗)
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A sufficient condition for this is fnaive ∈ FΘ, as it is in our subsequent applications.

The completeness of model FΘ is defined as the ratio of the error reduction

achieved by the model compared to the achievable reduction:

Definition 1. The completeness of model FΘ is

κ∗ :=
e (fnaive)− e (fθ∗)

e (fnaive)− e (f ∗)
. (3)

Assumption 2 implies that the error of the naive mapping is an upper bound

on error of the best mapping in FΘ, so completeness κ∗ is upper bounded by 1.

Since also e(f ∗) is the lowest achievable error by definition, κ∗ is nonnegative. Thus,

completeness ranges between 0 and 1, where a model with κ∗ = 1 predicts as well as

the best mapping f ∗, while a model with κ∗ = 0 predicts no better than the naive

mapping.

3.3 Restrictiveness

One explanation for a very high observed completeness measure is simply that the

model is flexible enough to accommodate any pattern of behavior. We would thus

like to distinguish high completeness because a model includes most mappings from

X to Y , versus because the model includes the “right” regularities, namely those that

are observed in actual data. We now propose an algorithmic method for quantifying

the restrictiveness of a model, which allows us to separate these cases.

Our strategy is to generate random mappings f from a set FM of “permissible

mappings,” and evaluate how well these mappings can be approximated using the

model FΘ. The more mappings from FM that can be approximated, the less restric-

tive that model is.

The set FM is chosen to encode prior knowledge about the setting. For example,

when predicting certainty equivalents for lotteries, we may assume that people prefer

more money to less. We further specify a distribution µ on FM chosen by the analyst,

where µ is interpreted to be the analyst’s prior over the space of mappings. In our

applications below, we take µ to be uniform on FM.4

4It can also be instructive to compute restrictiveness with respect to different choices of µ—
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Formally, for any two mappings f and f ′, define the discrepancy

d(f, f ′) = EPX
(
l(f(X), f ′(X)

)
to be the average loss in predicting according to f when the data is generated by f ′.

Further define

d(FΘ, f) = inf
f ′∈FΘ

d(f ′, f)

to be the discrepancy between f and the closest mapping in FΘ, so that d(FΘ, f)/d(fnaive, f)

is a normalized measure of the average discrepancy between FΘ and f , relative to

the naive prediction rule introduced in the previous section. We call this ratio the

normalized discrepancy ; it is bounded between 0 and 1 from Assumption 2.5

The restrictiveness of model FΘ is then defined to be the average normalized

discrepancy between FΘ and random mappings f with distribution µ.

Definition 2. The restrictiveness of model FΘ is r := Eµ
[
d(FΘ, f)

d(fnaive, f)

]
.

Smaller values of r correspond to less restrictive models: If FΘ = FM (so that the

model is completely unrestrictive), then r = 0 for every choice of µ. Shrinking FM
reduces the restrictiveness measure: A low restrictiveness score means that the model

imposes very few restrictions, or makes very few predictions, beyond the properties

that are already imposed by FM.

Relationship to completeness. For some loss functions, the expected error of

mapping f can be decomposed into the expected error of the best mapping f ∗, and

the discrepancy between f and f ∗:

e(f) = e(f ∗) + d(f, f ∗). (4)

including those that have support on different permissible sets FM—as we do in Appendix B.1.
5Normalizing in this way allows us to make meaningful comparisons across different problem

domains, such as we do here across initial play and certainty equivalents. It also makes our measure
less sensitive to rescaling: for example, in our application to certainty equivalents, scaling up the
payoffs results in large changes to mean-squared error, and hence potentially to the discrepancy
between the model and the best mapping.
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As we show in Appendix A, this holds for mean-squared error and negative log-

likelihood, the loss functions that we use in our applications. Appendix A also proves

the following claim:

Claim 1. When the decomposition in (4) is valid, then κ∗ = 1− d(FΘ,f
∗)

d(fnaive,f∗)

That is, completeness is simply 1 minus the discrepancy between FΘ and the best

mapping f ∗. Thus when (4) holds we can define

κ(f) = 1− d(FΘ, f)

d(fnaive, f)

to be the completeness of the model for predicting data best fit by an arbitrary

mapping f . Restrictiveness is then

r = 1− Eµ(κ(f)) (5)

or the “inverse” of average completeness on arbitrary data. Thus, large κ∗ and small

r means that the model has high completeness for predicting the actual data, but low

completeness for predicting hypothetical behaviors.

An alternative “area” measure. An alternative measure of restrictiveness is 1−
µ(FΘ); that is, the fraction of possible mappings that are consistent with the model.

(This is very similar to Selten (1991)’s proposed “area” measure.) Our measure of

restrictiveness is substantively different from this, as it measures how well the model

FΘ approximates a randomly drawn mapping f in FM. We define restrictiveness

in this way to allow for quantification of the degree of error. A model that doesn’t

include most mappings from FM can nevertheless have low restrictiveness by our

measure if it approximates most mappings very well. In particular, while the area

measure µ(FΘ) concludes that all finite models FΘ are completely restrictive, our

measure of restrictiveness does not, and can be instructive for ordering models within

this class.

Sensitivity to µ. We might prefer that the restrictiveness measure doesn’t respond

too sensitively to small changes in µ. We demonstrate now that it does not.
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For any two measures µ, µ′ ∈ ∆(F),

Eµ
[
d(FΘ, f)

d(fnaive)

]
− Eµ′

[
d(FΘ, f)

d(fnaive)

]
≤
∫
d(FΘ, f)

d(fnaive)
· |dµ− dµ′| ≤ 2 · δTV (µ, µ′)

where δTV is the total variation distance. Thus for any two measures that are close

in total variation distance, the corresponding restrictiveness measures must also be

close.

Combining restrictiveness and completeness into a single measure. We

take the view that it is preferable for a model to be simultaneously more complete

and more restrictive, which implies a partial ordering over models. There are many

ways to complete this ordering. One possibility is to use a lexicographic ordering,

where models are first ordered by completeness, and then ordered by restrictiveness.

Another is to impose a functional form for combining completeness κ∗ and restric-

tiveness r, such as κ∗ + r. When the representation of restrictiveness in (5) is valid,

κ∗+ r = κ∗−Eµ(κ), so this metric can be interpreted as the difference between com-

pleteness on actual data versus hypothetical data. Another possible measure is the

CDF of the distribution of completeness measures κ(f) (where f is drawn according

to µ) evaluated at the completeness κ∗ for the real data. This would tell us the prob-

ability that the model explains the actual data better than it explains a randomly

generated data set. In the present paper, we report κ∗ and r separately, and leave it

to the analyst’s discretion whether or how to combine these two metrics.

4 Estimates and Test Statistics

We now discuss how to implement our approach in practice. We suppose that the an-

alyst has access to a finite sample of data {Zi := (Xi, Yi)}Ni=1 drawn from the unknown

true distribution P ∗, which is used to estimate completeness.
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4.1 Estimating Completeness κ∗

For a given data set ZN = {(Xi, Yi)}Ni=1 and a given model F̃ , we use K-fold cross

validation to estimate the out-of-sample prediction error of the model. (In our ap-

plications, we take the standard choice of K = 10.) Specifically, we randomly divide

ZN into K (approximately) equal-sized groups. For notational simplicity assume that

JN = N
K

is an integer. Let k (i) denote the group number of observation Zi, and for

each group k = 1, ..., K, define

f̂−k := arg min
f∈F

1

N − JN

∑
k(i)6=k

(Yi − f (Xi))
2

to be the mapping from F̃ that minimizes error for prediction of observations outside

of group k. This estimated mapping is used for prediction of the k-th test set, and

êk :=
1

JN

∑
k(i)=k

(
Yi − f̂−k (Xi)

)2

is its out-of-sample error on the k-th test set. Then,

CV (F) :=
1

K

K∑
k=1

êk

is the average test error across the K folds. This is an estimator for the unobservable

expected error of the best mapping from class F .

Setting F̃ to be respectively FΘ, F , or Fnaive = {fnaive}, we can compute CV (FΘ),

CV (F) and CV (Fnaive) from the data, leading to the following estimator for κ∗:

κ̂∗ =
CV (Fnaive)− CV (FΘ)

CV (Fnaive)− CV (F)

It is crucial that the denominator in κ̂∗ does not vanish asymptotically, so we impose

the following assumption:

Assumption 3 (Naive Rule is Imperfect). e (fnaive)− e (f ∗) > 0.

This assumption is quite weak, as it simply says that the naive mapping performs
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strictly worse in expectation than the best mapping. Under additional technical

conditions, we show, by applying and adapting Proposition 5 in Austern and Zhou

(2020), that κ̂∗ is asymptotically normal. See Appendix C for details. To obtain the

standard error, we use a variance estimator adapted from Proposition 1 in Austern

and Zhou (2020). Specifically, define

l(Zi, f) = (Yi − f(Xi))
2

to be the test error of mapping f for prediction of observation Zi = (Xi, Yi). Then,

for the k-th test set, let fθ̂−k and f̂−k be the estimated mappings from model FΘ

and F , respectively. The difference in their test errors on observation Zi is ∆(Zi) =

l (Zi, fθ̂−k)− l
(
Zi, f̂

−k
)

and the average difference across all observations in test fold

k is

∆k =
1

JN

∑
k(i)=k

∆(Zi).

The sample variance of the difference in test errors is correspondingly

σ̂2
∆,k

=
1

JN − 1

∑
k(i)=k

(
∆(Zi)−∆k

)2
.

Based on this, we define the following variance estimator for κ̂∗:

σ̂2
κ̂∗ :=

1
K

∑K
k=1 σ̂

2
∆,k

[CV (fnaive)− CV (F)]2
(6)

We establish the asymptotic distribution of our proposed estimators via the following

theorem.

Theorem 1. Under Assumption 3 and some regularity conditions6:

√
N (κ̂∗ − κ∗)

σ̂κ̂∗
d−→ N (0, 1) .

6See Appendix C for details of these assumptions.
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Consequently, the (1− α) two-sided confidence interval for κ∗ is given by[
κ̂∗ − q1−α/2 ·

1√
N
σ̂κ̂, κ̂

∗ − qα/2 ·
1√
N
σ̂κ̂

]
where σ̂κ̂ is given in (6).

4.2 Computing Restrictiveness r

We provide an algorithm for computing r: Sample M times from the distribution

µ on FM, and for each sampled fm ∈ FM, compute rm := d(FΘ,fm)
d(fnaive,fm)

. The sample

mean rM := 1
M

∑M
m=1 rm is an estimator for restrictiveness. In principle, the number

of simulations we run, M , can be taken as large as we want, so r can be made

arbitrarily close to r by the Law of Large Numbers. Nevertheless, the approximation

error under a given finite M can be quantified using standard statistical inference

methods. We focus on the case where the distribution of rm is nondegenerate:

Assumption 4. The distribution of rm is non-degenerate.

Assumption 4 is a very mild condition that can be easily verified, as it is sufficient

for any two rm and r′m to be distinct.

The sample variance is

σ̂2
κ :=

1

M

M∑
m=1

(rm − rM)2 , (7)

and by the standard Central Limit Theorem:

Proposition 1. Under Assumption 4,

√
M (rM − r)

σ̂κ

d−→ N (0, 1) .

The (1− α)-th confidence interval for κ∗ is given by[
rM − q1−α/2 ·

1√
M
σ̂κ, rM − qα/2 ·

1√
M
σ̂κ

]
where σ̂κ is given in (7).
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One-sided hypothesis tests on r—e.g. for the null hypothesis that the model is

unrestrictive, r = 0—can be also carried out in standard ways. We again note that the

confidence intervals here simply serve to measure the approximation error of r based

on a finite number of simulations, and do not reflect randomness in experimental

data.

5 Application 1: Certainty Equivalents

5.1 Setting

We consider the problem of predicting certainty equivalents for a set of binary lotteries

from Bruhin et al. (2010). Each lottery is described as a tuple x = (z, z, p) where

z ≥ z, and the feature space X consists of the 50 tuples associated with lotteries in

the Bruhin et al. (2010) data. The outcome space is Y = R, where each outcome is a

reported certainty equivalent. An observation (Xi, Yi) then consists of a lottery and

a reported certainty equivalent. Note that the variation in Y for fixed X reflects the

fact that different subjects report different certainty equivalents for the same lottery.

In Section 7, we consider subject-level heterogeneity.

A predictive mapping for this problem is any function f : X → R mapping the 50

lotteries into predicted certainty equivalents. To evaluate the accuracy of predictions,

we use mean-squared error: l(f, (x, y)) = −(f(x)− y)2.

The economic model that we consider is a four-parameter version of Cumulative

Prospect Theory indexed by θ = (α, β, γ, δ) ∈ R+ × R+ × R+ × R+, which predicts

fθ(z, z, p) = w(p)v(z) + (1− w(p))v(z)

where

v(z) =

 zα ∀z ≥ 0

−(−z)β ∀z < 0
(8)

is a value function for money, and

w(p) =
δpγ

δpγ + (1− p)γ
(9)
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is a probability weighting function.7 We specify FΘ as the set of all such functions

fθ, and refer to this model as CPT-(α, β, γ, δ).

5.2 Completeness

We first report the completeness of the model on the Bruhin et al. (2010) data.

The naive benchmark is set to be the expected value of the lottery, which predicts

fnaive(z, z, p) = pz + (1 − p)z. The out-of-sample error of this naive rule is 103.31,

while the out-of-sample error of CPT-(α, β, γ, δ) is 67.84. The best achievable error

in the problem is estimated to be 65.51. Thus, completeness for CPT-(α, β, γ, δ) is

estimated to be
103.81− 67.84

103.81− 65.51
= 0.93

This high level of completeness suggests that CPT-(α, β, γ, δ) is a very good descrip-

tion of behavior, but it is also possible that the high completeness is because the model

is flexible enough to mimic most functions from binary lotteries to certainty equiva-

lents. To determine whether this is the case, we next compute the restrictiveness of

the model on this domain.

5.3 Restrictiveness

We define the permissible set FM to be all mappings satisfying the following criteria:

1. z ≤ f(z, z, p) ≤ z

2. if z ≥ z′, z ≥ z′, and p ≥ p′ then f(z, z, p) ≥ f(z′, z′, p′)

3. if z ≥ z, p ≥ p′, then f(z, z, p) ≥ f(z, z, p′)

The restriction in (1) requires that the certainty equivalent is within the range of the

possible payoffs. The restrictions in (2) and (3) require the function f to respect first-

order stochastic dominance. Note that in the Bruhin et al. (2010) lottery data, there

are many pairs of lotteries that can be compared via (2) and (3), so these conditions

are not vacuous.
7This parametric form for w(p) was first suggested by Goldstein and Einhorn (1987) and Latti-

more et al. (1992).
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Our primitive distribution µ is uniform over the set of permissible mappings FM.

Below generate 100 random mappings from FM and plot the distribution of normal-

ized discrepancies with respect to these mappings.

Figure 1: Distribution of normalized discrepancies

The restrictiveness of the model (i.e. the average normalized discrepancy) is 0.37,

with a standard error of 0.02. This means that the average completeness of CPT-

(α, β, γ, δ) with respect to simulated mappings is 0.63, which is less than the com-

pleteness of 0.93 that we find on the actual data, but still fairly high.

Thus, while the high completeness of CPT-(α, β, γ, δ) on the Bruhin et al. (2010)

data says that it does a very good job of explaining the systematic variation in

the that data, its relatively low restrictiveness means that the model would have

been reasonably complete for almost any data that respects first-order stochastic

dominance. This suggests that the model does not encode substantial structure about

perception of risk beyond what is implied by FOSD, at least for binary lotteries.

In Appendix B.1, we consider alternative permissible sets FM . First, we drop

the FOSD restrictions in (2) and (3), keeping only the range restriction in (1). The

restrictiveness of CPT-(α, β, δ, γ) on this larger set is 0.39, only slightly higher than

the restrictiveness of 0.37 that we find for the main specification of FM. We also

consider restrictiveness relative to a permissible set FM that contains only mappings

that violate FOSD. The restrictiveness of CPT-(α, β, γ, δ) is 0.31 for this choice of

permissible mappings, meaning that the model improves substantially on the naive

mapping even for approximating behaviors in which people prefer less money to more.

These observations all suggest that CPT-(α, β, γ, δ) is not a particularly restrictive
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model. Of course, our analysis so far leaves open the possibility that the unrestric-

tiveness of the 4-parameter CPT model is specific to binary lotteries.8 In Appendix

B.3 we consider a set of 3-outcome lotteries from Bernheim and Sprenger (2020);

here we find that the restrictiveness of CPT-(α, β, γ, δ) is 0.57, so the model is more

restrictive than on binary lotteries, although much less restrictive than the models of

initial play that we study in the next section.

5.4 Comparison of Models

Adding free parameters to a model decreases its restrictiveness, but also weakly in-

creases completeness, provided that there is enough data that overfitting is not a

concern. All else equal, we prefer parameters that increase completeness without

substantially decreasing restrictiveness. So one way of evaluating the value of ad-

ditional parameters is to compare the increase in completeness that they permit,

relative to the decrease in the restrictivenes of the model.

We next compare CPT-(α, β, γ, δ) with more restrictive special cases that have

been studied in the literature: δ = 1, as Tversky and Kahneman (1992), α = β = 1,

which corresponds to a risk-neutral CPT agent whose utility function over money

is u(z) = z but exhibits nonlinear probability weighting, and δ = γ = 1, which

corresponds to an Expected Utility decision-maker whose utility function is as given

in (8). The distribution of normalized discrepancies under these more restrictive

models are shown in Figure 2 below.

8Although most experiments on choice under risk use binary lotteries, CPT and its simpler
predecessor Prospect Theory coincide unless the lottery has 3 or more possible outcomes.
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Figure 2: Top-Left: CPT-(α, β, δ, γ) Top-Right: CPT-(α, β, γ), Bottom-Left: CPT-
(δ, γ), Bottom-Right: CPT-(α, β).

Less general specifications are always at least weakly more restrictive, but the

restrictiveness of a model must be considered jointly with its completeness. Table 5.4

reports completeness and restrictiveness measures for all four specifications of CPT.

Completeness N Restrictiveness M

CPT-(α, β, δ, γ) 0.93 8906 0.37 100
(0.01) (0.02)

CPT-(α, β, γ) 0.76 8906 0.43 100
(0.04) (0.01)

CPT-(δ, γ) 0.89 8906 0.55 100
(0.02) (0.01)

CPT-(α, β) 0.13 8906 0.71 100
(0.06) (0.02)

Table 1: Completeness and restrictiveness measures for each model in the certainty
equivalent setting. N is the number of observations in the data used to estimate
completeness. M is the number of generated mappings from FM for computation of
restrictiveness.

We find that the model CPT-(δ, γ) is both more restrictive and also more complete

than CPT-(α, β, γ), although it cannot be directly ranked relative CPT-(α, β) and

the original CPT-(α, β, δ, γ). Moreover, adding the parameters α and β over δ and
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γ improves completeness only from 0.89 to 0.93, but drops restrictiveness from 0.55

to 0.37. This suggests that the probability weighting parameters δ and γ are more

important. Figure 3 plots these measures and their 95% confidence intervals.
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Figure 3: Comparison of CPT specifications

6 Application 2: The Distribution of Initial Play

6.1 Setting

Our second application is to predicting the distribution of initial play in games. Here

the feature space X consists of the 466 unique 3×3 matrix games from Fudenberg and

Liang (2019), each described as a vector in R18. The outcome space is Y = {a1, a2, a3},
the set of row player actions, and the analyst seeks to predict the conditional distri-

bution over Y for each game (interpreted as choices made by a population of subjects

for the same game). Thus, S = ∆(Y), the set of all distributions over row player

actions. A predictive mapping is any function f : X → S taking the 466 games into

predicted distributions of play. We use negative log-likelihood as the loss function:

l(f, (x, y)) = − log f(y | x).

We define the naive mapping to predict the uniform distribution for every game:

fnaive(x) = (1/3, 1/3, 1/3) for every x. Additionally, we consider three economic
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models for this prediction task. The Poisson Cognitive Hierarchy Model (PCHM)

supposes that there is a distribution over players of differing levels of sophistication:

The level-0 player randomizes uniformly over his available actions, while the level-

1 player best responds to level-0 play (Stahl and Wilson, 1994, 1995; Nagel, 1995).

Camerer et al. (2004) defines the play of level-k players, k ≥ 2, to be the best response

to a perceived distribution

pk(h, τ) =
πτ (h)∑k−1
l=0 πτ (l)

∀ h ∈ N<k (10)

over (lower) opponent levels, where πτ is the Poisson distribution with rate parameter

τ . The parameter τ is the only free parameter of the model, and the naive mapping

is nested as τ = 0.

We also evaluate a model that we call logit level-1, which has a single free pa-

rameter λ ≥ 0. For each action ai, the predicted frequency with which ai is played

is
exp (λ · u(ai))∑3
i=1 exp (λ · u(ai))

.

The model nests prediction of uniform play (our naive rule) as λ = 0, and predicts a

degenerate distribution on the level-1 action when λ is sufficiently large.

Finally, we consider a model that we call logit PCHM (see e.g. Wright and Leyton-

Brown (2014)), which replaces the assumption of exact maximization in the PCHM

with a logit best response. This model has two free parameters: λ, τ ∈ R+. The

level-0 player chooses g0 = (1/3, 1/3, 1/3), as in the PCHM. Recursively define for

each k ≥ 1

vk(ai) =
k−1∑
h=0

pk(h, τ)

(
3∑
j=1

gh(j)u(ai, aj)

)
to be the expected payoff of action ai against a player whose type is distribution

according to pk(·, τ), where pk(h, τ) is as defined in (10), and define

gk(ai) =
exp(λ · vk(ai))∑3
j=1 exp(λ · vk(aj))

to be the distribution of level-k play. We aggregate across levels using a Poisson
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distribution with rate parameter τ .

6.2 Completeness

The error of the naive uniform prediction rule is −log(1/3) ≈ 1.10 and our estimate

for the best achievable error is 0.831, while the errors of the PCHM, level-1(α), and

logit PCHM are respectively 0.981, 0.904, and 0.901. Thus the completenesses of

these models, as reported in Table 6.3, are respectively 0.436, 0.727, and 0.729.

As observed in Wright and Leyton-Brown (2014), logit PCHM substantially im-

proves upon the completeness of the PCHM. Perhaps surprisingly, we find that almost

all of this improvement is obtained by simply adding the logit parameter to the level-1

model; that is, the further improvement from allowing for multiple levels of sophisti-

cation is negligible.

The strong performance of logit level-1 for predicting initial play is consistent

with an earlier result in Fudenberg and Liang (2019), where we looked at prediction

of the modal action and found that the level-1 model performed quite well. Our

prediction task in the present paper is more demanding, since the goal is to predict

the full distribution of play. It is perhaps striking that level-1 play with a logit noise

parameter achieves 72% of the achievable improvement over a naive rule. These

results suggest that initial play is rather unstrategic, but systematically so.9

6.3 Restrictiveness

We turn now to evaluating the restrictiveness for these models. Compared to the case

of preferences over binary lotteries, economic theory provides very little in the way

of a prior restrictions on initial play.10 We define the permissible set FM to include

all mappings satisfying the following very weak conditions:

9In Fudenberg and Liang (2019), we found that modal play was sometimes better described by
equilibrium notions than level-1. Since such regularities cannot be accommodated by the logit level-1
model, these may explain the gap between the completeness of logit level-1 and full completeness.

10Classic game theory alone would suggest that dominant strategies have probability 1 and dom-
inated strategies have probability 0, but this is inconsistent with our data (and most experimental
data of play in games).
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1. If an action is strictly dominated, then the frequency with which it is chosen

does not exceed 1/3.11

2. If an action is strictly dominant, then the frequency with which it is chosen is

at least 1/3.12

For each of the PCHM, level-1(α), and logit PCHM, we generate 100 mappings

from a uniform distribution µ over the set of permissible mappings FM, and evaluate

the normalized discrepancy between the model and the generated mappings.13 The

distributions of normalized discrepancies are shown in the figure below.

Figure 4: Left to right : logit level-1, PCHM, logit PCHM

We find that logit level-1’s restrictiveness is 0.930, PCHM’s restrictiveness is

0.915, and logit-PCHM’s restrictiveness is 0.822. Indeed, across all of these map-

pings and models, the discrepancy is always at least 0.72. What this implies is that

almost all distributions of initial play are inconsistent with the PCHM, level-1(α),

and logit PCHM, in that no parameter values substantially improve upon predicting

(1/3, 1/3, 1/3). Equivalently, the completenesses of these models across the simulated

mappings is bounded above by 0.28, while the completeness of these models on the

actual data ranged from 0.436 to 0.729.

Simply comparing the completeness of the PCHM, 0.436, against the completeness

of CPT-(α, β, γ, δ), 0.93, suggests that the PCHM is a “worse” model of initial play

11In the actual data, the median strictly dominated action receives a frequency of 0.03 and the
max frequency is 0.35.

12In the actual data, the median strictly dominant action receives a frequency of 0.86 and the min
frequency is 0.69.

13The discrepancy between mappings is given by the average Kullback-Leibler divergence between
the predicted distributions, see Appendix A for details.
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than CPT is of certainty equivalents for lotteries. The contrast in their restrictive-

nesses (0.915 vs. 0.31) tells us that while PCHM does not capture all of the observed

behaviors, it more successfully rules out behaviors that we do not observe.

Table 6.3 summarizes completeness and restrictiveness measures for all three mod-

els.

Completeness N Restrictiveness M

PCHM 0.436 21,393 0.915 100
(0.017) (0.003)

logit level-1 0.727 21,393 0.930 100
(0.015) (0.005)

logit PCHM 0.729 21,393 0.822 100
(0.014) (0.003)

Table 2: Completeness and restrictiveness measures for each model in the initial play
setting. N is the number of observations in the data used to estimate completeness.
M is the number of generated mappings from FM for computation of restrictiveness.

We find that both logit level-1 and logit PCHM are substantially more complete

than the baseline PCHM. Moreover, logit level-1 is simultaneously more complete

and more restrictive than the PCHM, and it is substantially more restrictive than

logit PCHM at the cost of only a slight and not statistically significant decrease in

completeness.

Thus logit level-1 may be preferable to the PCHM and logit PCHM for prediction

of initial play. Since logit level-1 is a completely unstrategic model—in particular,

the model’s predictions do not rely on the payoffs to the column player—we expect

that its completeness would change if we looked at data from subjects who played the

game several times and learned from feedback, though as long as we didn’t change

the set of feasible mappings its restrictiveness would not.

7 Heterogeneous Risk Preferences

Our analysis above considered representative agent models. In some cases, the analyst

may have auxiliary data on the subjects that can be used to improve predictions. We

show now how completeness and restrictiveness can be evaluated in this case.
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Specifically, we return to our first application and group subjects into three clusters

identified by Bruhin et al. (2010). We fit CPT-(α, β, γ, δ) (henceforth CPT) for each

cluster, allowing parameter values to vary across groups. Table 7 reports completeness

measures cluster by cluster.

Cluster 1 Cluster 2 Cluster 3

Naive 39.90 150.10 99.94
(4.98) (7.24) (7.97)

CPT 30.08 62.67 66.38
(3.38) (5.07) (3.97)

Best Achievable Error 29.39 52.08 64.81
(3.22) (4.35) (3.88)

Completeness 0.93 0.89 0.96
(0.01) (0.03) (0.03)

N 1341 2292 5273

Both the performance of the naive expected value rule, as well as the best achiev-

able performance, vary substantially across clusters. For example, the behavior of

subjects in cluster 1 is roughly consistent with expected value (the error of the naive

rule is 39.90), while the behavior of subjects in cluster 2 departs substantially from

this benchmark (the error of the naive rule is 150.10). The best achievable prediction

for these groups of subjects is also very different (ranging from 29.39 to 64.81). The

completeness of CPT, however, is roughly stable across the clusters.

The average completeness, weighted by proportion of observations in each cluster,

is 0.935, which is very close to what we found for the representative agent model.

This may seem surprising at first, since allowing for parameters to vary across subjects

improves the accuracy of predictions. But the best mapping from the extended feature

space X ′ = X × {1, 2, 3} to Y is more predictive than the best mapping considered

previously. Thus what we find is that the completeness of CPT with three clusters,

relative to the best three-cluster mapping, is comparable to the completeness of the

representative-agent version of CPT, relative to the best representative-agent mapping.

Similarly, when measuring restrictiveness, we extend the set of permissible map-

pings to the domain X ′. Each generated pattern of behavior is thus a triple (f1, f2, f3)

of mappings from the original FM. We ask how well these tuples can be approxi-
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mated using mappings (g1, g2, g3) from CPT-(α, β, γ, δ). It is straightforward to see

that the restrictiveness of the three-cluster CPT is identical to the restrictiveness of

the representative-agent model.14

8 Conclusion

When a theory fits the data well, it matters whether this is because the theory

captures important regularities in the data, or whether the theory is so flexible that

it can explain any behavior at all. We provide a practical, algorithmic approach for

evaluating how the restrictiveness of a theory, and demonstrate that it reveals new

insights into models from two economic domains. The method is easily applied to

other models from different domains.

14Note that this is true for any number of exogenously specified clusters.
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A Supplementary Material to Section 3.3

A.1 Proof of Claim 1

Suppose the decomposition in (4) is valid. Then,

κ∗ =
e (fnaive)− e (fθ∗)

e (fnaive)− e (f ∗)
=

(e(f ∗) + d(fnaive, f
∗))− (e(f ∗) + d(fθ∗ , f

∗))

(e(f ∗) + d(fnaive, f ∗))− (e(f ∗) + d(f ∗, f ∗))

=
d(fnaive, f

∗)− d(fθ∗ , f
∗)

d(fnaive, f ∗)
(A.1)

using in the final step that d(f ∗, f ∗) = 0. It remains to show d(fθ∗ , f
∗) = infθ∈Θ d(fθ, f

∗),

which follows since

θ∗ = arg min
θ∈Θ

e(fθ) = arg min
θ∈Θ

(e(f ∗) + d(fθ, f
∗)) = arg min

θ∈Θ
d(fθ, f

∗).

A.2 The decomposition in (4) is valid in our two applications

We show now that the decomposition in (4) is satisfied for the two loss functions used

in our applications:

Mean-Squared Error. Suppose S = Y = R and the loss function is l(f, (x, y)) =

(y − f(x))2. The following decomposition is standard:

e (f) := EP ∗
[
(Y − f (X))2]

= EP ∗
[
(Y − f ∗ (X))2]+ EP ∗

[
(f (X)− f ∗ (X))2] = e (f ∗) + d (f, f ∗)

Negative Log-Likelihood. Suppose S = ∆(Y) where Y is a finite set, and the loss

function is l(p, (x, y)) = − log p(y | x) for any mapping p : X → S. Then,

d(p, p∗) =
∑
x

p∗ (x)
∑

p∗ (y|x) log

(
p∗ (y|x)

p (y|x)

)
= EP ∗ [log p∗ (y|x)]− EP ∗ [log p (y|x)] = −e(p∗) + e(p).

So e(p) = e(p∗) + d(p, p∗) as desired.
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B Supplementary Material for Application 1

B.1 Different Specifications for the Permissible Set

Larger Permissible Set FM . Define an alternative permissible set of mappings to

include all functions f : X → R satisfying f(z, z, p) ∈ [z, z]. We sample 100 functions

from a uniform distribution over this set and report the distribution of associated

measures in the figure below:

The restrictiveness here is 0.39 (with a standard error of 0.01). This is barely

higher than the restrictiveness of 0.37 under our original specification of FM from

the main text, where we also require the permissible mappings to respect FOSD. The

mean naive error is 329.24 (compared to 178.73 under the original FM), while the

mean CPT error is 124.80 (compared to 58.21 under the original FM).

“Reverse” Permissible Set FM . We consider now a permissible set of mappings

designed to violate FOSD. The set consists of all functions f : X → R satisfying

f(z, z, p) ∈ [z, z] and also

z ≥ z′, z ≥ z′, p ≥ p′ =⇒ f(z, z, p) < f(z′, z′, p′)

thus ensuring a violation of FOSD (since there exist multiple lotteries satisfying the

LHS condition).

We sample 100 functions from a uniform distribution over this set and report the

distribution of associated measures in the figure below:
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The restrictiveness here is 0.31 (with a standard error of 0.01), which is lower

than the restrictiveness of 0.37 under our main specification of FM , but still different

from zero. What this tells us is that even if behavior were to violate FOSD, the CPT

model would still improve substantially upon the Expected Value benchmark. The

mean naive error is 427.28 (compared to 178.73 under the original FM), while the

mean CPT error is 132.77 (compared to 58.21 under the original FM).

B.2 Parameter Estimates

We report below the parameter estimates for each of the models that we consider.

In the first column, we report the estimated parameters on the actual data. In the

second, we report the average parameter estimates for approximation of the simulated

mappings.

Real Data Generated Mappings

CPT-(α, β, δ, γ) (1.03,0.98,0.53,0.5) (1.05,0.98,1.24,0.40)

CPT-(α, β, γ) (0.98,1.01,0.50) (1.06,0.95,0.38)

CPT-(δ, γ) (0.70,0.50) (1.12,0.24)

CPT-(α, β) (0.98,0.99) (1.02,0.95)

Real Data Generated Mappings

PCHM τ = 0.5 τ = 0.1

logit level-1 λ = 0.02 λ = 0.0018

logit PCHM (τ, λ) = (1.4, 0.11) (τ, λ) = (1.05, 0.02)
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B.3 Three-Outcome Lotteries

We use a set of 18 three-outcome lotteries from Bernheim and Sprenger (2020) (listed

below) and evaluate the restrictiveness of Cumulative Prospect Theory for predicting

certainty equivalents for these lotteries.

z1 z2 z3 p1 p2 p3

34 24 18 0.1 0.3 0.6
34 24 18 0.4 0.3 0.3
34 24 18 0.6 0.3 0.1
32 24 18 0.1 0.3 0.6
32 24 18 0.4 0.3 0.3
32 24 18 0.6 0.3 0.1
30 24 18 0.1 0.3 0.6
30 24 18 0.4 0.3 0.3
30 24 18 0.6 0.3 0.1
24 23 18 0.3 0.1 0.6
24 23 18 0.3 0.4 0.3
24 23 18 0.3 0.6 0.1
24 21 18 0.3 0.1 0.6
24 21 18 0.3 0.4 0.3
24 21 18 0.3 0.6 0.1
24 19 18 0.3 0.1 0.6
24 19 18 0.3 0.4 0.3
24 19 18 0.3 0.6 0.1

By convention, z1 ≥ z2 ≥ z3. We estimate CPT-(α, β, δ, γ) which predicts

w(p1)v(z1) + w(p2)v(z2) + (1− w(p1)− w(p2))v(z3)

for each lottery, where v and w are as defined in the main text. (Note that because

these lotteries are only over gains, the parameter β is not used.)

A predictive mapping takes these 18 lotteries into certainty equivalents. The

permissible mappings are defined by an adapted version of the restrictions used for

two-outcome lotteries: (1) each certainty equivalent has to be in the range of the

lottery outcomes, and (2) if a lottery first-order stochastically dominates another,

then its certainty equivalent must be higher. We generate 100 random mappings

from a uniform distribution over mappings satisfying these properties.
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Below, we compare the distribution of normalized discrepancies for our binary

lottery setting from Figure 5 with the distribution for these three-outcome lotteries.

Figure 5: Left: Binary lotteries; Right: Three-outcome lotteries

The restrictiveness of CPT-(α, β, δ, γ) on this set of three-outcome lotteries is

0.566, with a standard error of 0.017. Thus CPT-(α, β, γ, δ) is about 1.5 times as

restrictive as a model of certainty equivalents for three-outcome lotteries than as a

model of certainty equivalents for binary lotteries. Even this higher restrictiveness is

substantially less than what we find for models of initial play.

C Proof of Theorem 1: Asymptotics of the Com-

pleteness Estimator

C.1 Preliminary Definitions

We now introduce some definitions and notation that will be useful in the derivation

of the asymptotic distribution of the CV-based completeness estimator.

C.1.1 Finite-Sample Out-of-Sample Error

Let ZN := (Zi)
N
i=1 be a random sample of observations in a given data set, and

let ZN+1 ∼ P ∗ denote a random variable with the same distribution P ∗ that is

independent of ZN . For a given data set ZN and a given model F , we define the

conditional out-of-sample error (given data set ZN) as

eF (ZN) := E
[
l
(
ZN+1, f̂ZN

)∣∣∣ZN

]
,
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where f̂ZN ∈ F is an estimator, or an algorithm, that selects a mapping f̂ZN within the

model F based on data ZN . We also define the out-of-sample error, with expectation

taken over different possible data sets ZN , as

eF ,N := E [eF (ZN)] .

From the definition of the K-fold cross-validation estimator, it can be easily

shown that E [CV (F)] = eF ,K−1
K

N . As a result, the asymptotic distribution of

CV (F) − eF ,K−1
K

N has been studied in the statistics and machine learning litera-

ture. Our analysis below will be based on the results in Austern and Zhou (2020) on

the asymptotic distribution of CV (F)− eF ,K−1
K

N .

C.1.2 Joint Parametrization of FΘ and FM

Recall that the model FΘ is parametrized by θ ∈ Θ, and fθ denotes a generic function

in FΘ. Motivated by the applications in this paper, we assume that FM can be

smoothly parameterized by a finite-dimensional parameter β ∈ BM ⊆ RdM and use

the notation f[β] ∈ FM to denote a generic function in FM. Since by assumption

f ∗ ∈ FM, we can define a parameter β∗ to represent it, i.e. f[β∗] = f ∗.

For arbitrary parameters θ and β, write

lΘ (Zi, θ) := l (Zi, fθ) , lB (Zi, β) := l
(
Zi, f[β]

)
.

We define the estimation mappings in FΘ and FM by

θ̂ (ZN) := arg min
θ∈Θ

1

N

∑
lΘ (Zi, θ) ,

β̂ (ZN) := arg min
β∈BM

1

N

∑
lB (Zi, β) .

Let α :=
(
θ
′
, β
′)′

denote the concatenation of the parameters θ ∈ FΘ and β ∈ BM,

α∗ :=
(
θ∗
′
, β∗

′)′
to be the parameters associated with the best mappings in FΘ and

FM, and also define

α̂ (ZN) :=
(
θ̂
′
(ZN) , β̂

′
(ZN)

)′
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= arg min
θ∈Θ,β∈BM

1

N

N∑
i=1

[lΘ (Zi, θ) + lB (Zi, β)] ,

to be an estimator for α∗. Finally, define

∆l (Zi; θ, β) := l (Zi, fθ)− l
(
Zi, f[β]

)
= lΘ (Zi, θ)− lB (Zi, β) .

C.2 Assumptions and Lemmas Based on Austern and Zhou
(2020)

Assumption 5 (Conditions for Asymptotics of CV Estimator).

1. lΘ (z, θ) and lB (z, β) are twice differentiable and strictly convex in θ and β.

2. E [supθ∈Θ l
4
Θ (Zi, θ)] <∞ and E

[
supβ∈B l

4
B (Zi, β)

]
<∞.

3. There exist open neighborhoods Oθ∗ and Of∗ of θ∗and β∗ in Θ and B such that

(a) E
[
supθ∈Oθ∗ ‖∇θlΘ (Zi, θ)‖16] < ∞ and E

[
supβ∈Oβ∗ ‖∇βlB (Zi, β)‖16

]
<

∞.
(b) E

[
supθ∈Oθ∗ ‖∇

2
θlΘ (Zi, θ)‖16

]
< ∞ and E

[
supβ∈Oβ∗ ‖∇βlB (Zi, β)‖16

]
<

∞.
(c) there exist some δ > 0 such that ∇2

θlΘ (Zi, θ) ≥ c a.s. and ∇2
βlB (Zi, β) ≥ c

a.s. uniformly on Oθ∗ and Of∗.

Lemma C.1 (Application of Proposition 5 of Austern and Zhou, 2020). Under As-
sumption 5:

√
N
[
CV (FΘ)− CV (FM)−

(
eFΘ,

K−1
K

N − eFM,K−1
K

N

)]
d−→ N (0, V ar (∆l (Zi, fθ∗ , f

∗))) .

Proof. Proposition 5 of Austern and Zhou (2020) establishes the asymptotic normal-
ity of cross-validation risk estimator and its asymptotic variance under parametric
settings where the loss function used for training is the same as the loss function used
for evaluation. Applying Proposition 5 of Austern and Zhou (2020) under Assumption
5 to θ, β and α = (θ, β), we obtain:

√
N
(
CV (FΘ)− eFΘ,

K−1
K

N

)
d−→ N (0, V ar (l (Zi, fθ∗))) ,

√
N
(
CV (FM)− eFM,K−1

K
N

)
d−→ N (0, V ar (l (Zi, f

∗))) ,
√
N
(
CV (FΘ) + CV (FM)− eFΘ,

K−1
K

N − eFM,K−1
K

N

)
d−→ N (0, V ar (l (Zi, fθ∗) + l (Zi, f

∗))) .
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Using the equality V ar (X + Y ) + V ar (X − Y ) = 2V ar (X) + 2V ar (Y ), we then
deduce that

√
N
[
CV (FΘ)− CV (FM)−

(
eFΘ,

K−1
K

N − eFM,K−1
K

N

)]
d−→ N (0, V ar (∆l (Zi, fθ∗ , f

∗))) .

Lemma C.2 (Application of Proposition 1 of Austern and Zhou, 2020). Under As-
sumption 5,

σ̂2
∆

p−→ V ar (∆l (Zi, fθ∗ , f
∗)) .

Proof. Applying Proposition 1 of Austern and Zhou (2020) under Assumption 5 to
θ, β and α = (θ, β):

σ̂2
CV (FΘ) :=

1

K

K∑
k=1

1

JN − 1

∑
k(i)=k

l (Zi, fθ̂−k)− 1

JN

∑
k(j)=k

l (Zj, fθ̂−k)

2

p−→ V ar (l (Zi, fθ∗)) .

and

σ̂2
CV (FM) :=

1

K

K∑
k=1

1

JN − 1

∑
k(i)=k

l (Zi, f[β̂−k])− 1

JN

∑
k(j)=k

l
(
Zj, f[β̂−k]

)2

p−→ V ar (l (Zi, f
∗)) .

and

σ̂2
CV (FΘ)+CV (FM)

:=
1

K

K∑
k=1

1

JN − 1
·
∑
k(i)=kl (Zi, fθ̂−k) + l
(
Zi, f[β̂−k]

)
− 1

JN

∑
k(j)=k

[
l
(
Zj, f[β̂−k]

)
+ l (Zi, fθ̂−k)

]2

p−→V ar (l (Zi, fθ∗) + l (Zi, f
∗)) ,

Hence:

σ̂2
∆ = 2σ̂2

CV (FΘ) + 2σ̂2
CV (FM) − σ̂2

CV (FΘ)+CV (FM)

p−→ 2V ar (l (Zi, fθ∗)) + 2V ar (l (Zi, f
∗))− 2V ar (l (Zi, fθ∗) + l (Zi, f

∗))

= V ar (∆l (Zi, fθ∗ , f
∗))
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C.3 Proof of Asymptotic Normality of κ̂∗

Lemma C.1 characterizes the limit distribution of

√
N
[
CV (FΘ)− CV (FM)−

(
eFΘ,

K−1
K

N − eFM,K−1
K

N

)]
which we now show is also the limit distribution of

√
N [CV (FΘ)− CV (FM)− (eFΘ

− eFM)] .

To see this, notice that

eΘ,K−1
K

N − eFΘ
= E

[
lΘ

(
Zi, θ̂

−k(i)
)
− l (Zi, θ∗)

]
= E

[
∇lΘ (Zi, θ

∗) ·
(
θ̂−k(i) − θ∗

)
+
(
θ̂−k(i) − θ∗

)′
∇2lΘ

(
Zi, θ̃

)
·
(
θ̂−k(i) − θ∗

)]
= 0 + E

[(
θ̂−k(i) − θ∗

)′
∇2lΘ

(
Zi, θ̃

)
·
(
θ̂−k(i) − θ∗

)]
=

1

N − JN
E
[√

N − JN
(
θ̂−k(i) − θ∗

)′
∇2lΘ

(
Zi, θ̃

)
·
√
N − JN

(
θ̂−k(i) − θ∗

)]
= c

1

N − JN
+ o

(
1

N − JN

)
= c

K

K − 1
· 1

N
+ o

(
1

N

)
and hence

√
N
(
eΘ,K−1

K
N − eΘ

)
= op (1) .

Similarly,
√
N
(
eFM,K−1

K
N − eFM

)
= op (1).

Hence:

√
N [CV (FΘ)− CV (FM)− (eFΘ

− eFM)]
d−→ N (0, V ar (∆l (Zi, fθ∗ , f

∗))) .

Then, by Lemma C.2, Assumption 3 and the continuous mapping theorem, we have

√
N (κ̂∗ − κ∗)

σ̂κ̂∗
d−→ N (0, 1) .
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