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Motivation

Algorithmic scoring guides decision-making in high stakes contexts:

who should receive bail

who should receive a medical treatment

who should receive a loan

who should be considered for a job

Much recent attention on how an algorithm’s error rates (e.g.
false positive/negative rates) compare across social groups.

Kleinberg et al (2016); Chouldechova (2016); Kearns and Roth (2019)
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Algorithmic Bias and Fairness

Highly publicized article in 2016 by ProPublica

Algorithmic prediction tool mislabelled non-white defendants
as future criminals twice as often as white defendants.



Accuracy-Fairness Tradeoff

When groups are different in distribution, some covariates
may entail inevitable imbalances in error rates.

Moreover, use of new covariates must improve aggregate
accuracy, which we also care about.

Our objective is to characterize the fairness-accuracy Pareto
frontier, and how that depends on statistical primitives.
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Model

There are two actors: a subject and a designer.

The subject is described by:

a group identity G taking values in {r , b}
a covariate vector X , which takes values in a finite set X
a type Y ∈ {0, 1} (e.g. innocent or guilty)

The vector (G ,X ,Y ) ∼ P.

The subject is not a strategic actor in this model.

He receives an outcome from A = {0, 1} (e.g. acquit or
convict) based on his covariate X .



Examples

Healthcare.

Y is need of treatment, G is socioeconomic class, X is number of
past hospital visits, A is whether or not to give treatment.

Admissions.

Y is a student’s ability, G is race, X is a test score, A is whether or
not to accept the student.

Credit scoring.

Y is creditworthiness, G is gender, X is number of friends on social
media, A is whether or not to approve a loan.

What are the fairness-accuracy tradeoffs created by use of X?



Group Errors

Each subject’s outcome is determined by an algorithm f : X → ∆(A).

Evaluate “error” using loss function ` : A× Y → R

no restrictions, so can interpret this as a negative payoff

but under the error interpretation, a natural choice of loss function is

`(a, y) =

 0 if a = y
λ+ if (a, y) = (1, 0)
λ− if (a, y) = (0, 1)

where λ+ and λ− are the costs of false positives/negatives

Definition

The group error for g ∈ {r , b} under algorithm f is

eg (f ) := E [`(f (X ),Y ) | G = g ]

i.e., the expected error for a subject in group g
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Comparison of Group Errors

The designer prefers lower group errors, and prefers for errors
to differ less across groups.

We do not impose a specific way of trading off between these
two objectives.

Instead consider all preferences consistent with the following
order:

Definition

(er , eb) Pareto-dominates (e ′r , e
′
b) if

er ≤ e ′r , eb ≤ e ′b, |er − eb| ≤ |e ′r − e ′b|

with at least one of these inequalities strict.
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Example Designer Preferences

Example preferences consistent with the Pareto dominance order:

Let wu(e) = prer + pbeb and let �u be the ordering
represented by wu. Say that this designer is Utilitarian.

Let wr (e) = max {er , eb} and let �r be the ordering
represented by wr . Say that this designer is Rawlsian.

Let we(e) = |er − eb| and let �e be the order that first
compares errors using we and then breaks ties using wu.

Say that this designer is Egalitarian.
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Two Design Problems

Full Design: Designer has complete flexibility over choice of
algorithm

Bayes Design: Algorithm must be Bayes-optimal given some
garbling of X

e.g. A regulator chooses a garbling of X to give to a DM
The DM maximizes accuracy given the available information
Regulator cares about fairness, the DM does not.



Feasible Set: Full Design

Let F denote the set of all mappings f : X → ∆(A).

Definition

The full design feasible set of group errors given covariate X is

E(X ) ≡ {(er (f ), eb(f )) : f ∈ F}.



Feasible Set: Bayes Design

Recall that any garbling T of X can be associated with a map

T : X → ∆(T )

that takes realizations of X into distributions over the possible
realizations of T .

e.g., X = (X1,X2,X3) while T = (X1,X2)
e.g., T = X + ε where ε is noise independent of (X ,G ,Y )

Fixing a garbling T , let

fT : T → ∆(A)

be any algorithm that maps realizations of T to a distribution
over the set of optimal actions, argminE[`(a,Y ) | T = t].

Definition

(er , eb) is implemented by T if (er , eb) = (er (fT ), eb(fT )).
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Pareto Set

Definition

The full-design Pareto set given X , denoted P(X ), is the set of
pairs (er , eb) ∈ E(X ) that are Pareto-undominated in E(X ).

The Bayes-design Pareto set given X , denoted P∗(X ), is the set
of pairs (er , eb) ∈ E∗(X ) that are Pareto-undominated in E∗(X ).



Characterizing the Pareto Set



Important Points

For any covariate X , define

RX ≡ argmin
(er ,eb)∈E(X )

er

BX ≡ argmin
(er ,eb)∈E(X )

eb

to be the feasible points that respectively minimize group-r and
group-b’s errors (break ties by further minimizing other groups’s error).

Also define

FX ≡ argmin
(er ,eb)∈E(X )

|er − eb|

to minimize unfairness (break ties by choosing point that further
minimizes eb).
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(Im)balanced Usefulness

Definition: Say that covariate X is:

r-skewed if er < eb at RX and er ≤ eb at BX

b-skewed if eb < er at BX and eb ≤ er at RX

group-balanced otherwise

Example: Suppose

base rate of high ability is 50% in both groups r and b

X is a binary score which correctly identifies Y with
probability 2/3 in group b and 3/4 in group r

Then X is r -skewed.
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Pareto Set: Full-Design
Proposition: The Pareto set P(X ) is that part of the lower envelope of the
feasible set E(X ) extending from

(a) RX to BX if X is group-balanced

(b) GX to FX if X is g -skewed

45

eb

BX

RX

er

E(X)

FX

(a)
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Strong Fairness-Accuracy Conflicts

This result has an immediate implication for the existence of a
particularly strong kind of fairness-accuracy conflict.

Say that the error pairs (er , eb) and (e ′r , e
′
b) represent a

strong fairness-accuracy conflict if

er ≤ e ′r and eb ≤ e ′b

with at least one strict, while

|er − eb| > |e ′r − e ′b|.

Say that X implies a strong fairness-accuracy conflict if
there are two points in P(X ) with this property.
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Which Covariates Strong Imply Fairness-Accuracy
Conflicts?

Corollary. Suppose FX is distinct from RX and BX . Then X implies a
strong fairness-accuracy conflict ⇐⇒ if it is group-skewed.

45

eb

er

eb

45

BX

RX

RX

BX

er

E⇤(X)

E(X)

E(X)

(a) X is group-balanced (b) X is r-skewed

FX

FX



When Would Covariates be Group Skewed?

X is systematically more informative about one group:

Number of past hospital visits is more informative about
need-of-care for wealthier individuals (Obermeyer et al., 2021)

Since individuals belonging to a lower socioeconomic class are
less likely to go to the hospital when sick

Conditioning on this covariate reduces errors for both groups
but reduces errors for wealthy individuals by more.

P is a prior informed by historical data.

Suppose medical experiments for a particular disease mostly
involved male subjects.

Then beliefs for need-for-treatment for women may be less
accurate at every symptom profile.

Again, increase fairness by conditioning less on the available
information, which reduces accuracy for both groups.
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Pareto Set: Bayes-Design

Recall that under Bayes design, the algorithm f must be implemented by
some garbling of X .

Define the halfspace

H = {(er , eb) : prer + pbeb ≤ e0}.

where e0 is the aggregate error rate under the prior.

Clearly
E∗(X )︸ ︷︷ ︸

Bayes design feasible set

⊆ E(X )︸ ︷︷ ︸
full design feasible set

∩ H

Can show that every (er , eb) in the RHS can be achieved by some f
implemented by a garbling of X , so also

E∗(X )︸ ︷︷ ︸
Bayes design feasible set

⊇ E(X )︸ ︷︷ ︸
full design feasible set

∩ H
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Pareto Set: Bayes-Design

Proposition

For every covariate X , E∗(X ) = E(X )∩H and P∗(X ) = P(X )∩H.
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eb eb

45

BX

RX

BXE⇤(X)

er

E⇤(X)

H

H

E⇤(X)

er
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Power of Informational Constraints

Corollary

(a) If X is g -skewed, then

P(X ) = P∗(X ) ⇐⇒ GX ,FX ∈ H.

(b) If X is group-balanced, then

P(X ) = P∗(X ) ⇐⇒ RX ,BX ∈ H.

When these conditions hold, the designer can use
informational constraints to generate his favorite outcome.

Otherwise, misaligned incentives between the designer and the
decision-maker matter.



Special Case 1/3:

X Reveals G



X Reveals G

An important special case is where X reveals G , i.e., because

G is a covariate in X , or

some covariates in X are perfectly correlated with G (can act
as proxies)

Definition. Say that X reveals G if for every realization x of X ,
the conditional distribution G | X = x is degenerate.



X Reveals G Frontier

Proposition. Suppose X reveals G . Then the feasible set E(X ) is a
rectangle whose sides are parallel to the axes, and P(X ) is the line
segment from RX = BX to FX .

er

eb

45

E(X)

RX = BX FX

Every point on the Pareto frontier is optimal for a Rawlsian designer.

Fairness-accuracy preferences matter only in their implications for
the advantaged group.



Comment

Many jurisdictions have passed “ban the box” policies that restrict
employers from asking about a covariate (e.g., past criminal history)

The noisy transformations are symmetric between groups.

i.e. if disclosure of criminal history is banned at all, then it is
banned equally for all racial groups.

In contrast, our Bayes-design Pareto frontier uses garblings of X
that implement asymmetric noisy transformations.

Such policies may be unfair from the perspective of disparate
treatment, but may be necessary to eliminate disparate impact.



Special Case 2/3:

Strong Independence



Strong Independence

Next we suppose to the contrary that (X ,Y ) is completely
uninformative about group identity.

Assumption (Strong Independence)

For both groups g , P(G = g | Y = y ,X = x) = pg ∀ x , y .

This says that the relative proportion of subjects belonging to
either group is independent of the realizations of X and Y .



Strong Independence Frontier

Proposition. Suppose Strong Independence holds. Then the Pareto
frontier is a single point on the 45-degree line.

er

eb

45

E(X)
P(X)

RX = BX = FX

Fairness-accuracy preferences are completely irrelevant here.

All designers who agree on the basic Pareto dominance principle
prefer the same policy.
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Special Case 3/3:

Conditional Independence



Conditional Independence

Finally we consider a condition that generalizes the previous
conditions.

Assumption (Conditional Independence)

G is conditionally independent of Y given X , i.e., G ⊥⊥ Y | X .

Once the algorithm has conditioned on X , there is no
additional predictive value to knowing the group’s identity.

In data, this would mean the coefficient on group identity is
zero in a regression of Y on a vector of covariates.
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Conditional Independence Frontier

Proposition. Suppose Conditional Independence holds. Then every pair
points on the Pareto frontier is a strong fairness-accuracy conflict.

er
45

E(X)

RX = BX

eb

FX

The Pareto frontier consists entirely of positively sloped line
segments =⇒ the groups’ errors move in the same direction

So the only way to improve fairness is to decrease accuracy
uniformly across groups.



When Should a Covariate

be Banned?



Should all Covariates be Legal Inputs into Algorithms?

An important question facing regulators of AI is whether to
prohibit use of certain covariates by predictive algorithms.

Historically, protected group identities such as race and
religion have been illegal inputs for lending and hiring.

Increasingly, other covariates are also prohibited, on the
grounds that they are biased against certain groups.

For example, as of May, 2021, California public universities no
longer consider test scores in their admissions decisions.



Uniform Pareto Improvement

Rewrite the previous covariate vector as a pair (X ,X ′):

interpret X ∈ X as those covariates that have been approved

interpret X ′ ∈ X ′ as the covariate in question

Definition

X ′ uniformly Pareto-improves upon X if every point in P(X ) is
Pareto-dominated by a point in P(X ,X ′).

When X ′ uniformly Pareto improves upon X , then it is never
optimal for a designer to discard X ′.



Uniform Pareto Improvement

Rewrite the previous covariate vector as a pair (X ,X ′):

interpret X ∈ X as those covariates that have been approved

interpret X ′ ∈ X ′ as the covariate in question

Definition

X ′ uniformly Pareto-improves upon X if every point in P(X ) is
Pareto-dominated by a point in P(X ,X ′).

When X ′ uniformly Pareto improves upon X , then it is never
optimal for a designer to discard X ′.



Results for Three Cases

1 X reveals G

2 X ′ is G

3 X is group-balanced



When Does X ′ Uniformly Improve Upon X?

Case 1/3: X reveals G



When X Reveals G

Definition

Say that X ′ is decision-relevant over X for group g if

∃ x ∈ X , ∃ x ′, x̃ ′ ∈ X ′

such that the optimal assignment for group g is uniquely equal to
1 at (x , x ′) and 0 at (x , x̃ ′).

The additional information in X ′ sometimes matters for
individuals in group g (beyond X ).

Suppose X ′ is the outcome of a medical scan and X is other
medical information

X ′ is not decision-relevant for group g ⇐⇒ optimal treatment
for every individual in group g is unchanged by the scan.
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such that the optimal assignment for group g is uniquely equal to
1 at (x , x ′) and 0 at (x , x̃ ′).

The additional information in X ′ sometimes matters for
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Characterization of Uniform Pareto Improvement

Proposition

Suppose X reveals G , and without loss let X be group-balanced or
r -skewed. Choose any additional covariate X ′.

(a) If X is r -skewed, then X ′ uniformly Pareto-improves upon X
⇐⇒ X ′ is decision-relevant over X for group b.

(b) If X is group-balanced, then X ′ uniformly Pareto-improves
upon X ⇐⇒ X ′ is decision-relevant over X for both groups.
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When Does X ′ Uniformly Improve Upon X?

Case 2/3: X ′ is G



When X ′ is G

Next consider the setting where the covariate in question is the
group identity G .

Again the property of group balance emerges as the critical one.

Definition

Say that X is strictly group-balanced if er < eb at RX and eb < er
at BX .

Relative to group-balance, strict group-balance rules out covariate
vectors X for which RX = BX = FX .
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G uniformly Pareto-improves upon X if and only if X is strictly
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Takeaways

For a large class of covariates, conditioning on G leads to a
welfare improvement regardless of the designer’s preference.

Even the Egalitarian designer would strictly prefer for the
algorithm to condition on G .

The only case in which precluding use of G can be optimal is
the following:

X is r -skewed
Designer’s optimal point is BX

Otherwise, prohibiting covariates cannot be justified in our
framework.
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When Does X ′ Uniformly Improve Upon X?

Case 3/3: X is strictly group-balanced



When X is Strictly Group-Balanced

Definition

Say that X ′ is uniformly decision-relevant at x ∈ X if there exist
x ′, x̃ ′ ∈ X ′ such that:

(i) the optimal action for both groups at (x , x ′) is 1 (uniquely)

(ii) the optimal action for both groups at (x , x̃ ′) is 0 (uniquely)

In words: The realization x is “split” into (x , x ′) and (x , x̃ ′), where

the optimal action is the same for both groups at each of
these realizations

but different across (x , x ′) and (x , x̃ ′).

This implies that the additional information in X ′ allows for a more
accurate decision for both groups at some realization of X .
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Sufficient Condition for Uniform Pareto Improvement

Proposition

Let X and X ′ be any two covariates, where X is strictly group-balanced.
Suppose X ′ is uniformly decision-relevant at any x ∈ X . Then X ′

uniformly Pareto-improves upon X .

For example:

Suppose X are application materials (and suppose these are strictly
group-balanced) and X ′ is a test score.

Does conditioning on test scores (X ′) uniformly improve upon the
other application profiles (X )?

The proposition answers: Yes if there is some profile, such that
taking the test score into consideration reverses the decision for at
least one person in each group (with that profile).

But note: in general would want to condition on a garbling of X ′.
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Conclusion and Open Questions

Use of new information

always leads to an improvement in aggregate accuracy
but may redistribute error from one group to another

Our results characterize the fairness-accuracy Pareto
frontier.

Simple statistical properties of the covariate matter:

Is it group-balanced?
Does it reveal G?
Is G conditionally independent of Y given the covariate?

Can use these results about the shape of the frontier to
understand the implications of banning a covariate

Under relatively weak conditions (but not always), banning a
covariate leads to a uniform worsening of the frontier.
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Thank You!


